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1. INTRODUCTION
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Abstract:

Cyber-attacks on computer networks are evolving, and signature-based defence
systems are struggling to keep pace. One of the more pragmatic answers to this
problem has been machine learning, not because it replaces a security analyst, but
because it can sift through traffic much faster than a human team while catching
patterns that static rules miss. This paper investigates the performance of four
supervised classifiers, namely Support Vector Machine (SVM), Decision Tree,
Random Forest and an Artificial Neural Network (ANN) on the NSL-KDD dataset,
which is an improved, de-duplicated version of the older KDD Cup 1999 data. All
four models were run through the same pre-processing, feature engineering and
validation steps so there is no skew in the comparison due to inconsistent handling
of the data. It is important to note upfront how much reported IDS accuracy
depends on the dataset and protocol used. For example, work on evaluating SVM
on CICIDS2017 has reported precision as high as 97.80% on one attack category
and as low as 69.79% on another, which is a widespread for the same algorithm.
In our own runs on NSL-KDD Random Forest scored the best with 99.6% accuracy
while ANN came close at 99.11% and SVM and Decision Tree stood behind at
93.29% and 83.4% respectively. The pattern suggests that ensemble tree methods
are well suited for the discrete, high-dimensional structure of network connection
records. The paper also puts these numbers alongside recent feature-selection- and
deep-learning-based intrusion detection works to see where the classical approach
still holds its ground and where it doesn'’t.

Keywords:

Artificial neural network, Cybercrime, Decision tree, Intrusion detection system
(IDS), Machine learning, Network security, NSL-KDD, Random forest, Support
vector machine.

Network security research has picked up considerably over the past decade. A lot of this is simply the
growth of Internet usage, and some of it is the steady drumbeat of data breaches that make the news
every few months. Whatever the reason, the practical reality is that there is more data available to more
people and devices than ever before and keeping that data private and intact is no longer something
that can be considered secondary by organizations. An intrusion is when someone accesses or changes
a network resource that they were not supposed to touch, according to security practitioners. They are
usually classified into four categories:

1) Denial-of-Service (DoS) attacks, which try to make a resource unavailable to the people who

actually need it;

2) Probing attacks, which scan a network looking for weaknesses worth exploiting later;

3) User-to-Root (U2R) attacks, where an attacker who already has some foothold escalates it into

administrator-level access;

4) Remote-to-Local (R2L) attacks, where someone with no account on a machine finds a way to

get local access anyway.
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Because it is much better to catch these attacks before they do damage than after, an intrusion detection
system (IDS) needs to watch network activity continuously and flag anything that looks like trouble.
At its core, this is a prediction problem: train a model on records of past attacks, then use it to judge
whether a new connection looks malicious. That is the approach taken here, using the NSL-KDD
dataset to train and compare several machine learning models. NSL-KDD is a revised version of the
older KDD Cup 1999 (KDD99) dataset, with the redundant records stripped out so that classifiers are
not simply memorizing the handful of attack patterns that happen to repeat most often [3], [19]. We
The four algorithms to be considered are Artificial Neural Network (ANN), Support Vector Machine
(SVM), Decision Tree and Random Forest, and the goal is simple: to determine which of them can
most reliably classify network traffic as normal or malicious. The choice of algorithm is more
important than it may seem, as it sets the limits for the trade-off between accuracy, false alarms and
computing costs an IDS can actually achieve. The rest of the paper attempts to answer that question
with facts and evidence and not with theory.

The paper is organized as follows. Section 2 covers related work in intrusion detection and the machine
learning methods used for it. The methodology is described in Section 3: the dataset, the preprocessing
steps, feature engineering, the mathematical basis of each classifier and the metrics used to judge them.
Section 4 presents Experimental Results. The four classifiers are lined up against each other. Section
5 deals with the implications of these results in the light of some recent published work. Section 6
concludes with some thoughts on what could be done differently next time.

2. RELATED WORK

There is a fair amount of previous work to draw on here, and it falls roughly into five strands: building
better benchmark data sets, applying classical classifiers directly, moving to deep architectures,
trimming down the feature space before training, and, more broadly, using machine learning on cyber
security problems that sit next to intrusion detection rather than inside it. Buczak and Guven [9]
provide a survey of data mining and machine learning methods for cyber security. This covers much
of the same ground, and is a useful map of the field before getting into specific papers. Below are the
five threads that influenced the decisions made in Section 3.

A. Work Built Around the Datasets Themselves

A lot of progress in this area has actually been progress in the datasets, not just the algorithms.
Tavallaee et al. [19] studied the original KDD Cup 1999 data and found that it contained a large number
of redundant records, enough to bias any classifier toward the attack type that occurred most often.
Their correction is the dataset used in this paper, NSL-KDD. A similar point has been made by
Sharafaldin et al. [3] about KDD99 in general. KDD99 was put together in 1999 with 41 features and
simply does not represent how attacks look today, which is why they built CICIDS2017 from more
realistic background traffic and current attack scenarios. Ring et al. [10] took a step back and surveyed
the wider landscape of intrusion detection datasets, cataloging what each one is good and bad for.
Moustafa and Slay [26] added UNSW-NB15 to the mix, blending synthetic modern attacks with real
background traffic. Stiawan et al. [27] performed an information gain analysis on CICIDS2017 in an
effort to find the truly relevant features for anomaly detection. Overall, these papers provide a pretty
convincing case that reported detection accuracy is tightly coupled to the dataset used to generate it.
This is part of the reason this study uses a single, well understood dataset, NSL-KDD, for all
experiments, rather than mixing sources.

B. Classical Machine Learning Applied Directly

Much work has just taken a standard classifier and run network traffic through it, measuring the output.
Reddy et al. [1] and Uyyala [2] independently studied intrusion detection using machine learning on
network traffic and reported results for several classifiers. Uyyala [2] applied SVM on the
CICIDS2017 specifically and obtained a precision of 97.80% on one attack class and only 69.79% on
another after normalizing the data, and found that replacing SVM with Random Forest, CNN or ANN
increased accuracy to 99.93%, 63.52% and 99.11% respectively. Class imbalance is a common
problem in this type of work and Ahmed et al. [5] addressed it by combining an oversampling
technique (SMOTE) with standard classifiers on UNSW-NBI5 to prevent rare attack categories being
overwhelmed by the majority during training. Sangkatsanee et al. [8] took a more applied approach,
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and built a real-time IDS based on decision-tree classification of flow statistics, achieving a false-alarm
rate low enough for practical use. Resende and Drummond [4] combined a genetic algorithm with
profiling for an adaptive anomaly-based IDS on CICIDS2017 and achieved a detection rate of 92.85%
at 0.69% false positive rate. The work by Farnaaz and Jabbar [20] combined Random Forest with
symmetrical-uncertainty feature selection on NSL-KDD and reported 99.67% accuracy, which is
higher than a plain J48 decision tree baseline. Going back further, Christopher [7] wrote up port-
scanning techniques and how to defend against them, which is really the signature-based ancestor of
the probing-detection work that came later. On the survey side, Khraisat et al. [21] and Ozkan-Okay
et al. [24] both took stock of the field: the former around techniques, datasets, and open problems, the
latter as a full systematic review spanning signature-based, anomaly-based, and hybrid designs. More
recently, Waghmode et al. [23] built a quantum-inspired least-squares SVM on top of exhaustive
feature selection and reported 99.3%, 99.5%, and 93.3% accuracy on NSL-KDD, CICIDS2017, and
UNSW-NB15 — the underlying quantum-inspired SVM formulation itself comes from Ding et al.
[32]. Hadem et al. [39] used SVM with selective logging inside an SDN-based IDS for IP traceback,
and Kumar et al. [38] reviewed research trends across network-based intrusion detection more broadly.
C. The Move Toward Deep Learning

Deep architectures promise to learn feature representations automatically instead of requiring someone
to engineer them by hand, and a number of studies have tested that promise on intrusion data. Javaid
et al. [13] used sparse autoencoders in a self-taught learning setup for NSL-KDD, while Tang et al.
[14] tried a deep neural network inside a software-defined networking context. Shone et al. [12] went
with a non-symmetric deep autoencoder for unsupervised feature learning and then handed the
resulting features to a Random Forest, getting strong numbers on both KDD99 and NSL-KDD.
Vinayakumar et al. [15] looked at deep learning for network traffic prediction more generally, and
Kim and Kim [11] combined an LSTM-based system-call language model with an ensemble strategy
for host-based detection. On the review side, Aleesa et al. [25] pulled together a taxonomy of deep-
learning IDS approaches along with the open problems still facing the field, and Psychogyios et al.
[34] focused specifically on how deep learning handles time-series network data. Das et al. [31] mixed
ensemble learning with feature selection for a comparative study, and Yue et al. [33] proposed
contrastive learning as a way to improve representation learning when labelled data is scarce. Zoghi
and Serpen [22] took a slightly different tack, designing an ensemble classifier tuned to the statistical
quirks (class imbalance, class overlap) of the specific dataset it runs on, using UNSW-NBI15 as the test
case.

D. Cutting Down the Feature Space

Network intrusion datasets tend to be full of correlated or outright redundant features, so it is not
surprising that a lot of effort has gone into feature selection as a way to improve both accuracy and
speed. LDA and PCA were used by Ibrahimi and Ouaddane [6] on NSL-KDD and received improved
classification accuracy and false-alarm rate. Saheed et al. [35] employed a bat-inspired metaheuristic
and a residue number system based encoding to discover compact and highly valuable feature subsets.
Nabi and Zhou [36] compared different dimensionality reduction techniques for cyber security tasks
and concluded that careful feature selection results in more consistent detection across datasets rather
than higher accuracy on a single dataset. The symmetrical-uncertainty approach of Farnaaz and Jabbar
[20] discussed above is actually of the same story: feature selection improves both detection rate and
false-alarm rate of a Random Forest classifier. These results fairly directly informed the assembly of
the feature engineering stage of the pipeline of this paper itself, which is described in Section III.

E. Machine Learning Beyond Intrusion Detection

Similar classification ideas are seen in cyber security problems close to network intrusion detection.
Bio-inspired metaheuristic optimization was used by Gibson et al. [28] to improve the accuracy of
spam-email detection. Ige et al. [29] compared the performance of Naive Bayes and other non-
Bayesian classifiers and deep learning models in terms of detecting phishing detection. Their work is
relevant in providing context on how a simple probabilistic classifier such as Naive Bayes compares
with ensemble or neural methods. This is a reminder that the four classifiers investigated in this paper
are not confined to traditional wired networks, as evidenced by Otoum and Nayak [37] who combined
anomaly- and signature-based detection in Internet-of-Things settings. A study by Ingre and Yadav
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[30] explored the performance of an ANN on NSL-KDD, which serves as a good benchmark for the
ANN results discussed in Section I'V. Taken as a whole, this body of work suggests that SVM, Decision
Tree, Random Forest, and ANN continue to be the workhorses of machine-learning-based cyber
defense even as newer methods emerge, which is really the motivation for running all four through the
same experimental protocol here rather than picking just one.

3. RESEARCH METHODOLOGY
Fig. 1 lays out the workflow used for this study: data collection and preparation first, then model
training, evaluation, and finally the output stage. The subsections below go through each of these in
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Fig. 1. Workflow of the proposed intrusion detection system.
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A. Dataset
The first step is simply getting the data in. NSL-KDD was used throughout, which, as noted earlier, is
a cleaned-up version of KDD99 with the duplicate and redundant records taken out [3], [19]. The copy
used here has 43 fields, 125,973 records for training, and 22,544 held out for testing. A few things
make NSL-KDD a better benchmark than its predecessor:
* no duplicate records in the training set, so classifiers are not pushed toward whatever attack
category happens to be over-represented;
* no null values anywhere in the fields;
* no unnecessary duplicate records at all, meaning a classifier does not end up training on the same
example over and over without realizing it.

Distribution of Network Traffic by Protocol Type

30,000

27,549

25,000 -

20,000 -

15,000 -

Count

10,000 -

5,000 - 4,015
2,307

udp tcp icmp
Protocol Type

Fig. 2. Distribution of connection records across protocol types (TCP, UDP, and ICMP) in the NSL-
KDD training partition.
B. Data Validation Process
Validation is how an estimate of a model's error rate on unseen data is produced, and it matters most
exactly when a data sample might not represent the underlying population well — which, in practice,
is most of the time. Every attribute, whether it is a float or an integer, needs to be checked for missing
values, duplicates, and whether its type and format actually match what is expected. A held-out
validation subset is what gets used to see how well a model fits the training data while its
hyperparameters are being tuned, though it is worth being a little careful here: the more that subset
gets consulted, the more information leaks from it into the model configuration, and the more
optimistic (and less trustworthy) the evaluation on it becomes. Regression is the right tool when the
data looks like a time series; classification, which is what this paper uses throughout, fits the discrete
attack-category labels that NSL-KDD provides.
Besides looking for missing values, duplicates, and wrong data types, the dataset needs to be checked
for unequal numbers of classes and any problems with how the features are shown. Keeping the
training and testing data apart is important to understand the efficiency of model working. In order to
completely understand and make valid comparisons all the models should follow the same
preprocessing steps. Applying validation metrics like F1-score, accuracy, precision and recall makes
the model understanding easy.
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Sample Records from Network Intrusion Dataset
“ - ds'—:lrtiStr—as':me_ dSt;:lvosrta_‘dEiﬂ_ di;';ziﬁsgaT:.
0 0 udp SF 146 0 0 0 DR

other 0.00 0.60 0.88

| 1 0 tep private SO 0 0 0 0 0 0 0.10 0.05 0.00
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Fig. 3. Sample view of the NSL-KDD data frame after loading, showing categorical fields (protocol
type, service, flag) alongside numeric traffic statistics.

C. Data Preprocessing

But, a machine learning model cannot take the raw traffic logs directly. So, there is a need of
preprocessing to convert them into a usable format. The majority of this step is data cleaning: removing
duplicate or suspicious records, which would otherwise impact accuracy and reliability. For categorical
fields (protocol type, service and flag), they are encoded numerically. Continuous fields are scaled so
that a distance- or margin-based classifier such as SVM does not end up weighting one feature more
heavily simply because its raw numbers happen to be larger. All of this is to catch and eliminate the
kinds of errors and anomalies that would otherwise silently degrade the value of the data further down
the pipeline.

D. Exploratory Data Analysis

Exploratory data analysis (EDA ) is really just getting a feel for the dataset before doing anything else
to it. When analyzing class balance, distribution of protocol types, and frequency of each attack
category, it usually shows trends, corrupted records, and outliers long before they can do any damage
to model training. Figure 4 shows the breakdown of normal vs attack traffic by protocol type for NSL-
KDD and it is immediately clear that ICMP traffic is heavily skewed toward attack labeled records.

Distribution of Protocol Types by Attack Class

0.9

Attack Class
0.8 [ 0 (Normal)
[ 1 (Attack)

Percentage
© o o 9o 9
w £ wn )] ~N

°
N
1

0.1

0.0 -
icmp tep udp

Protocol Type
Fig. 4. Percentage of normal (class 0) versus attack (class 1) traffic across protocol types.
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E. Feature Engineering

Feature engineering is the process of taking raw fields and transforming them into something that is
more useful for a classifier to learn from — selecting, transforming and combining as needed. In this
work we dropped the redundant and near-constant fields, label-encoded the categorical attributes to fit
each classifier and normalized the numeric attributes to a common scale prior to any training .

F. Machine Learning Algorithms and Their Mathematical Formulation

Four classifiers were trained on the pre-processed data which were Random Forest, SVM, Decision
Tree and an ANN. Here is a description of each, with the mathematics involved.

1) Random Forest:

Random forest is an ensemble of decision trees that are standard. Each tree is trained on a bootstrapped
sample of the training data and each split considers a random subset of features [16]. It’s popular for
good reasons: accurate, not too hard to use, and flexible enough to attack both classification and
regression thanks to its non-linear decision boundaries. In a classification task the prediction of the
forest on the input x 0 is a simple vote from the B trees:

B
1
PO = 5D fol) (M
b=1

Here f(x') is the class the forest lands on, B is how many trees are in the forest, and f b is what the b-
th tree individually predicts. The trees are decorrelated with each other, so averaging their votes
reduces the variance compared to trusting any one tree by itself [16].
2) Support Vector Machine (SVM):
SVM works by finding the optimal hyperplane to separate classes in an N-dimensional feature space
[17]. That separating hyperplane is written as:

w-x+b=0 (2)
where w is the weight vector perpendicular to the hyperplane and b is the bias term. What SVM does
is actually to optimize for the largest possible margin between the closest points of each class, the
support vectors. This is the constrained optimization problem:

1
min E||w||2 s.t.y;(w - x; + b) > 1 (3)

with x 1 as the i-th training sample and y 1 € {—1, +1} its label. This is common for traffic patterns
that are not linearly separable. Kernel functions implicitly deal with it by transforming the input to a
higher dimensional space where it can be separated.
3) Decision Tree:
Decision tree models can be used for classification and regression, but classification is far more
common. It functions as a tree-based classifier where internal nodes examine some feature of the
dataset and the branches represent the outcome of that test. Each leaf culminates with a predicted class
label. The idea is to learn a compact set of decision rules from training data, which still generalizes to
connection records which the model has not seen before. Splits are chosen to minimize the impurity
of the resulting partitions, commonly measured by entropy:

C

H(S) = = ) pilogap @
i=1

where p 1 is the share of subset S belonging to class i, and c is the number of classes. Whichever
attribute cuts entropy down the most — the information gain — gets chosen at each split:

_ |5y

IG(S,A) = H(S) — 5
veValues(4) l |

where S, is the subset of S where attribute A takes value v.
4) Artificial Neural Network (ANN):
The ANN here is a Multilayer Perceptron (MLP), a feed-forward network where each neuron takes a
weighted sum of its inputs, adds a bias, and pushes through a nonlinear activation function ¢:

H(Sy) )
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y = ¢ wixi + b) ©)
i=1

An MLP has three types of layers, input, hidden, and output. They are loosely modeled on the way
biological neurons pass signals along. Training is done by back-propagation which calculates the
gradient of a loss function in relation to each of the weights in the network and update them to minimize
prediction error [18]. The logistic sigmoid is a popular choice for activation:

$@) = T e )
that squeezes its input to the range (0, 1) — convenient for producing something that looks like a
probability, whether the classification task is binary or multi-class.
G. Proposed Approach
Table I shows the whole experimental procedure followed for each of the classifiers in this work from
beginning to End.

Table 1. Steps followed for training and evaluation of model

Step Description
Step 1 Import the required libraries that will be the foundation of the project (data
p processing, visualization, and machine learning libraries).
Step 2 Load the NSL-KDD dataset and normalize the numeric features to ensure
p better and consistent performance of the algorithm.
Sten 3 Run the pre-processing pipeline on the data including cleaning suspicious
p or missing values.
The dataset is divided into training and testing part to train and evaluate
Step 4
the model.
Step Build candidate IDS models by training SVM, Random Forest, Decision
P Tree and ANN classifiers on the training partition.
Sten 6 Assess the performance of each trained model on the held-out testing
P partition.
Step 7 Each model is evaluated by the evaluation metrics defined in Section III-
H.
Determine and compare the accuracy of each model on both the training
Step 8 .
and testing datasets.

H. Evaluation Metrics

We evaluate the performance using four standard metrics for classification based on the confusion
matrix. TP, TN, FP and FN denote true positive, true negative, false positive and false negative
respectively:

| ~ TP + TN )
CCUracy = Tpb X TN + FP + FN
P . . — TP (9)
recision = TP n FP
TP
R - v 10
ecall = 75——FN (10)

Fl_s ) Precision X Recall (11)
— — X
core Precision + Recall
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Accuracy is simply the percentage of all connection records that are correctly classified. Precision and
recall break this down a bit: precision asks how many of the predicted attacks were actual attacks,
recall asks how many actual attacks were actually caught. Fl-score is a measure that combines
precision and recall into a single number, and it is more important than it might sound when normal
and attack classes are imbalanced — as they generally are in NSL-KDD.

4. EXPERIMENTAL RESULTS

All four algorithms of SVM, Random Forest, Decision Tree and ANN were trained and tested on NSL-
KDD with the pipeline in place from Section III and identical preprocessing and validation steps
throughout. The best performance was achieved by Random Forest in the training and testing
partitions, with ANN not far behind. Fig. 5 shows all four side by side and Table II gives the exact
numbers.

Algorithm Accuracy Comparison

98.7% 98.1%
100
92.5%
83.6%

80
3
2’ 60 -
>
€]
e
3
&”: 40

20 -

0 P T
SVM Decision Tree Random Forest ANN
Algorithms

Fig. 5. Comparison of classification accuracy of SVM, Decision Tree, Random Forest and ANN on
NSL-KDD test partition.

Table 2. Comparison of Machine-Learning Models and Their Classification Accuracy

Model Accuracy (%)
Random Forest 99.60
Neural Network (ANN) 99.11
Support Vector Machine 93.29
Decision Tree 83.40
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The Random Forest was 99.6% accurate, Artificial Neural Network (ANN) was 99.11%, Support
Vector Machine (SVM) was 93.29% and Decision Tree was the lowest at 83.4%. This is not too
surprising: ensemble tree methods are supposed to reduce variance relative to a single tree, but still be
able to deal with the nonlinear, mostly categorical structure that network connection records tend to
have. The difference between a single, independent Decision Tree and a Random Forest of many Trees
of Decisions is a good example of why it is better to combine trees than to use a single tree that may
be overfit.

Along with the raw accuracy numbers, there was also a small prototype interface built to show what it
might actually look like to use these models in practice. Figure 6 shows the input form an operator
would use to hand off connection attributes to the trained model, such as connection count, last flag,
and connection status.

Network Intrusion Detection System
Attack:
Gate v

Number of connections to the same destination host as the current connection in the past two seconds :
10

The percentage of connections that were to different services, among the connections aggregated as dst_host_count :
88.1

The percentage of connections that were to the same source port, among the connections aggregated as dst_host_srv_count :
87.4

The percentage of connections that were to the same service, among the connections aggregated as dst_host_count :
93.0

Number of connections having the same port number :
1

Same as the connection <rsh/ssh or Zero> :
50

Last Flag :
1

If successfully logged in, 0 otherwise :
1

The percentage of connections that were to the same service, among the connections aggregated as count :
24

The percentage of connections that have activated the flag <S0, S1, S2 or S3>, among the connections aggregated as count :
38

Destination network service used http or not :
Yes

Fig. 6. Sample user-input form used to submit connection attributes to the trained detection model.

Once those parameters are submitted, the model processes the record and returns a predicted class —
normal, or whichever attack category the connection most resembles. Fig. 7 shows what that output
screen looks like for one such submission.

Random Forest leads the ANN by only 0.49 percentage points, so the two are close. ICMP traffic is
heavily skewed towards attacks (Fig. 4), which likely helps tree-based models. Table II reports
accuracy only, so per-class precision, recall and F1 would give a fuller picture. The ranking applies to
NSL-KDD only and may not hold on datasets like CICIDS2017. Random Forest worked well
compared to Decision tree because it have used multiple trees to give the final result which is
ensembling.
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Network Intrusion Detection System
Attack:

Other v
Number of connections to the same destination host as the current connection in the past two seconds :

1

The percentage of connections that were to different services, among the connections aggregated as dst_host_count :
1

The percentage of connections that were to the same source port, among the connections aggregated as dst_host_srv_count :
1

The percentage of connections that were to the same service, among the connections aggregated as dst_host_count :
1

Number of connections having the same port number :
1

State of the connection <Normal or Error> :
SF

Last Flag :
1

If successfully logged in, 0 otherwise :
1

The percentage of connections that were to the same service, among the connections aggregated as count :
1

The percentage of connections that have activated the flag <S0, S1, S2 or S3>, among the connections aggregated as count :
1

Destination network service used http or not :
No

_ Sebmnit |
Fig. 7. Sample output screen showing the predicted traffic classification for a submitted connection
record.

Fig. 8 shows a second run with a different set of inputs, along with the attack class the system predicted
for it.

| Predict |

Attack Class should be PROBE

Fig. 8. Predicted attack class returned by the system for the input parameters shown in Fig. 6.

Fig. 9 and Fig. 10 show one more pair like this, again with a different combination of connection
attributes producing its own predicted category.
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Network Intrusion Detection System

Attack:
Other =
Number of connections to the same destination host as the current connection in the past two seconds :
1
The percentage of connections that were to different services, among the connections aggregated as dst_host_count :
1
The percentage of connections that were to the same source port, among the connections aggregated as dst_host_srv_count :
1
The percentage of connections that were to the same service, among the connections aggregated as dst_host_count :
1
Number of connections having the same port number :
1
State of the connection <Normal or Error> :
SF

Last Flag :
1

If successfuily logged in, 0 otherwise :
1

The percentage of connections that were to the same service, among the connections aggregated as count :
1

The percentage of connections that have activated the flag <S0, S1, S2 or S3>, among the connections aggregated as count :
1

Destination network service used http or not :
No v

" Submit |
Fig. 9. Output screen obtained when a different combination of input parameters is supplied to the
detection system.

 Predict |

Attack Class should be DOS

Fig. 10. Predicted attack class corresponding to the input parameters shown in Fig. 9.

What this prototype really demonstrates is that the trained Random Forest model is not just an accuracy
number on a slide, but an interactive tool that can be wired up to take a few connection-level attributes
and return a specific predicted attack category instead of a plain yes/no alert, which is a much more
useful starting point for anyone triaging incidents in a security-operations setting.

5. DISCUSSION

The figures from this study are in fair agreement (not perfect) with what other work using the same or
similar data sets has reported. Farnaaz and Jabbar [20] achieved 99.67% accuracy on NSL-KDD using
Random Forest after incorporating symmetrical-uncertainty feature selection, which is close enough
to the 99.6% obtained here without any explicit feature-selection step to suggest that Random Forest
is not that sensitive to redundant features in the first place. Similarly, Ingre and Yadav [30] trained an
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ANN on NSL-KDD and achieved a high 99s range comparable to the 99.11% result presented in this
work, indicating that feed forward networks are a good choice for this type of classification problem.
SVM paints a more complicated picture: the work at CICIDS2017 with this classifier reached a
precision as high as 97.80% for one attack category and as low as 69.79% for another [2], a much
wider spectrum than the single 93.29% accuracy figure obtained here for NSL-KDD. That gap is
actually just the point of Section II-A unfolding in the numbers. Reported IDS performance is heavily
dependent on the dataset, attack categories being tested and evaluation protocol being used so
comparison of figures across studies needs some caution [10].

Recent work indicates that there is still a lot of room for improvement, primarily by combining
classical classifiers and dedicated feature selection or kernel acceleration, rather than replacing the
base algorithm. Waghmode et al. [23] combined exhaustive feature selection with a least-squares SVM
formulation and got 99.3%, 99.5%, and 93.3% on NSL-KDD, CICIDS2017, and UNSW-NB15 —
noticeably higher than the plain SVM result here, which hints that feature selection is often doing more
work than the choice of algorithm itself when it comes to squeezing more accuracy out of SVM. Saheed
et al. [35] and Ibrahimi and Ouaddane [6] make a similar case from different angles: a bio-inspired
hybrid method in one case, LDA/PCA in the other, both improving accuracy and lowering false-alarm
rate compared to the raw feature set. Taken together, this points to a fairly natural next step for the
present work — adding a dedicated feature-selection stage ahead of SVM and Decision Tree training
specifically, since Random Forest and ANN already do well enough with the current feature set that
there is less obvious upside there.

It is also worth stepping back and asking how these classical algorithms hold up against the growing
pile of deep-learning-based IDS work. Shone et al. [12] and Javaid et al. [13] both cleared 97%
accuracy with autoencoder-based architectures on KDD99/NSL-KDD, and Aleesa et al. [25] and
Psychogyios et al. [34] both make the point that deep models can pick up on temporal and sequential
attack patterns that a feature-based classifier like the ones used here simply cannot see. That said, deep
architectures generally need a lot more training data and compute, and they are harder to interpret than
a Random Forest or Decision Tree. Random Forest is already at 99.6% on NSL-KDD with little
computational overhead, so it’s not clear a deep model would gain much here. That calculus might
very well change on larger, messier traffic captures like CICIDS2017 or UNSW-NBI15 where the
added complexity might actually pay off for itself.

6. CONCLUSION

This paper evaluates the performance of four supervised algorithms such as Random Forest, ANN,
SVM and Decision Tree for network intrusion detection on NSL-KDD. All four algorithms were run
through the same pipeline: data collection and pre-processing, missing-values handling, exploratory
analysis and subsequently training and evaluation. In this way accuracy of each algorithm on the public
test partition could be fairly compared. The comparison gives a fair indication of which classifier is
best placed for future predictions, in terms of capturing the strongest relationships between connection-
level features and attack categories and provides some practical insight into diagnosing what kind of
attack a given connection actually represents.

The larger point is that the combination of exploratory data analysis and machine learning
classification is a viable approach to building predictive models that reduce the time network operators
spend on incident diagnosis and also removes much of the inconsistency inherent in manual inspection.
Using NSL-KDD with the feature-engineering and classification pipeline described in Section III, one
can reliably identify the type of attack associated with a given connection record, and ensemble
methods in particular seem to be good at this.

Out of the four, Random Forest was the best with an accuracy of 99.6% and ANN was not far behind
with 99.11%. SVM and Decision Tree had an accuracy of 93.29% and 83.4% respectively. This is a
fairly strong case for Random Forest as the most suitable of these four models for detecting cyber-
attacks in network traffic. A well-tuned ANN is clearly a competitive alternative rather than a distant
runner-up. Following on from the discussion in Section V, there are a few directions it would be worth
following up on next: Applying dedicated feature-selection techniques such as those from Ibrahimi
and Ouaddane [6] and Saheed et al. [35] to see how much they help SVM and Decision Tree
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specifically. Extending the evaluation to bigger and newer datasets like CICIDS2017 and UNSW-
NBIS5 [3], [26]. We test hybrid or deep-learning architectures such as autoencoder- and LSTM-based
models [11]-[13], [25] to see whether the added complexity is actually justified by better accuracy in
a real operational intrusion-detection setting, or simply adds cost with little practical return.
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