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1. INTRODUCTION

The energy demand of modern artificial intelligence (Al) has grown faster
than the efficiency of the von Neumann hardware that runs it, renewing
interest in neuromorphic computing as a brain-inspired alternative. This
review surveys more than three decades of neuromorphic hardware, from
Mead's foundational analog very-large-scale-integration (VLSI) work in
1990 to large-scale digital and mixed-signal platforms and emerging in-
memory crossbar devices reported through 2026. We organize the field
along four axes: the fundamentals of spike-based, event-driven
computation; landmark hardware platforms including IBM TrueNorth,
Intel Loihi and Loihi 2, SpiNNaker, BrainScaleS, Tianjic, and Darwin3;
the compilation problem of mapping neural networks onto resource-
constrained crossbar hardware; and the device technologies—memristors,
resistive RAM (ReRAM), and related non-volatile memory—that promise
sub-picojoule synaptic operations. Wherever quantitative comparisons are
drawn, the figures are taken from the primary published literature and
cited to their source: measured energies per synaptic operation ranging
from 26 pJ for TrueNorth and 23.6 pJ for Loihi down to 5.47 pJ for
Darwin3 and into the femtojoule regime for memristive devices, and
quantization studies in which spiking networks retain accuracy within
roughly one percentage point of full precision down to 2-bit weights. We
synthesize these results, identify the recurring bottlenecks of device
variability, communication overhead, and toolchain immaturity, and
outline the open problems that will shape the next decade of the field.
Keywords:

Artificial Intelligence (A1), Crossbar, In-memory Computing, Memristors
Neuromorphic Computing, ReRAM, Spiking Networks, VLSI.

Artificial intelligence has become one of the most computationally demanding endeavors in modern
engineering, and the electrical cost of training and serving large models has grown to a point that is
increasingly difficult to sustain [1]. A large share of that cost is structural rather than arithmetic. In the
classical von Neumann organization, memory and processing occupy physically separate units, so
useful computation is repeatedly stalled while operands travel across a bus—the so-called memory
wall [2]. Neuromorphic computing, first articulated by Mead in 1990, proposes a different organization
altogether: one that co-locates memory and computation and communicates through sparse, event-
driven signals, in direct analogy with biological nervous systems [3]. Networks of spiking neurons
(SNNs) built on such hardware promise order-of-magnitude reductions in power and latency because
they compute only in response to events rather than clocking dense arithmetic on every cycle [4].

Over the intervening three decades the field has matured from single-chip analog VLSI demonstrations
into large-scale digital and mixed-signal systems, and more recently into device-level in-memory
computing on memristive crossbars. Yet despite this progress, neuromorphic hardware has not
displaced conventional accelerators in mainstream deployment. The reasons are well documented
across the literature: device variability and stochasticity, the difficulty of mapping trained networks
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onto resource-constrained crossbars, communication overhead on large tiled fabrics, and the relative
immaturity of compilation toolchains [5], [6]. Understanding where the field stands therefore requires
looking at hardware, algorithms, and devices together rather than in isolation.

This paper presents a review of neuromorphic hardware for energy-efficient Al spanning the period
from 1990 to 2026. Unlike a primary research contribution, its purpose is to synthesize and organize
published results rather than to introduce a new system. Our aims are threefold. First, we trace the
historical development of the field and situate its landmark platforms on a common timeline. Second,
we compile quantitative performance data—energies per synaptic operation, neuron and synapse
counts, process nodes, and quantization—accuracy trade-offs—directly from the primary literature,
citing each figure to its source. Third, we identify the recurring technical bottlenecks and the open
problems that we judge most consequential for the coming decade. Every numerical value reported in
the figures and tables of this review is drawn from a published article and referenced accordingly; no
synthetic or illustrative data are used.

The remainder of the paper is organized around five sections. Section 2 reviews the literature across
four themes and presents a historical timeline. Section 3 develops the theoretical framework of spike-
based computation, including the neuron model and the mathematics of crossbar mapping. Section 4
compiles and discusses the quantitative results reported in the literature, covering platform-level and
device-level energy efficiency and the accuracy cost of quantization. Section 5 concludes and outlines
future directions.

2. LITERATURE SURVEY

The neuromorphic literature is large and heterogeneous. To organize it we group prior work into four
themes—historical foundations, landmark digital and mixed-signal platforms, emerging device
technologies, and compilation methods—and situate the major milestones on the timeline of Fig. 1.

Mead: Neuromorphic IBM TrueNorth Darwin3
electronic systems 1M neurons 2.35M neurons
Tianjic
hybrid chip
Loihi 2
HP memristor Intel Loihi;
(Strukov) SpiNNaker 1M cores

1990 1995 2000 2005 2010 2015 2020 2025

Fig. 1. Timeline of major neuromorphic-computing milestones from 1990 to 2025, from Mead's foundational analog-VLSI framework
[3] through the memristor [7], large-scale digital platforms TrueNorth [11], Loihi [12], and SpiNNaker [13], the hybrid Tianjic chip
[18], Loihi 2 [12], and the Darwin3 processor [19]. Dates and figures are taken from the cited primary sources.

2.1 Historical Foundations

The intellectual origins of the field lie in Mead's 1990 proposal that analog VLSI circuits operating in
the subthreshold regime could emulate the computational primitives of neural systems at extremely
low power [3]. Early demonstrations included silicon retinas and cochleae and single-transistor silicon
synapses, establishing that biological style computation could be realized in silicon. The discovery of
a practical two-terminal memristor by Strukov and colleagues in 2008 [7] gave the field a compact
non-volatile synaptic element and catalyzed a wave of research into resistive crossbars. These
foundations frame the modern work reviewed below: the analog, event-driven philosophy of the 1990s
persists, but it is now realized at far larger scale and in a wider variety of device technologies.

2.2 Landmark Digital and Mixed-Signal Platforms
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Several large-scale platforms define the contemporary hardware landscape. IBM's TrueNorth, reported
in 2014, integrates one million digital spiking neurons and 256 million synapses across 4,096
neurosynaptic cores in a 28 nm process, consuming approximately 65 mW at real-time operation and
achieving 46 billion synaptic operations per second per watt at about 26 pJ per synaptic event [11],
[14]. Intel's Loihi, presented in 2018 in a 14 nm FinFET process, places roughly 130,000 neurons and
130 million synapses across 128 neuromorphic cores and adds on-chip learning through a
programmable microcode engine, reporting on the order of 23.6 pJ per synaptic event [12]. The
SpiNNaker system from the University of Manchester takes a contrasting route, wiring large numbers
of conventional ARM cores together with a custom packet-switched fabric optimized for spike traffic;
each first-generation chip integrates 18 ARM968 cores in a 1 W envelope, and the assembled machine
reached one million cores in 2018 [13]. Hybrid designs such as Tianjic combine ANN- and SNN-style
processing on a single die to serve cross-paradigm workloads [18], while the more recent Darwin3
processor supports up to 2.35 million neurons and reports a measured 5.47 pJ per synaptic operation
in a 22 nm process [19]. The BrainScaleS and Neurogrid mixed-signal systems complement these
digital efforts with accelerated analog neuron dynamics [9]. Section 4 compiles these figures side by
side.

2.3 Emerging Device Technologies and In-Memory Computing

Beyond conventional CMOS, a substantial body of work explores non-volatile memory devices as
physical synapses. Memristors [21], resistive RAM (ReRAM), and related elements store a weight as
a programmable conductance and can perform an entire matrix—vector multiplication in a single analog
read across a crossbar, removing much of the data-movement overhead of von Neumann designs.
Reported efficiencies are striking: analog ReRAM processors have demonstrated 66.5 tera-operations
per second per watt [26], memcapacitor arrays have been projected to reach nearly 29,600 TOPS/W at
6-8-bit precision [27], and optoelectronic memristive synapses have been reported with energies as
low as roughly 0.145 fJ per event—below the energy of a biological synapse [28]. Programmable
memristor accelerators such as PUMA report up to 2,446% energy-efficiency improvement over GPUs
on inference workloads [29]. Landmark demonstrations of analog in-memory training and inference
[22], [23] and the ISAAC [24] and PRIME [25] accelerator architectures established that crossbar in-
memory computing can reach competitive accuracy. These gains, however, are tempered by device
variability, stochastic switching, and limited endurance, which remain active research challenges [1],
[21].

2.4 Compilation and Algorithmic Mapping

A third strand of work concerns the software problem of mapping a trained network onto spike-based
hardware whose crossbars support only a bounded fan-in per neuron [6]. Approaches such as
SpiNeMap and DFSynthesizer use greedy clustering and synchronous dataflow graphs (SDFGs) to
partition an SNN workload into hardware tiles while offering deterministic guarantees on throughput
and execution time [5], [8]. A complementary line quantizes ANNs directly so that their discrete states
match the hardware's conductance levels, avoiding retraining while preserving accuracy [30]. Event-
based backpropagation [9] and surrogate-gradient training [31], [32] provide alternatives for training
deep SNNs end to end. The accuracy cost of quantization is now well characterized in the literature
and is quantified from published data in Section 4.3. A recurring finding across this body of work is
that aggressive partitioning increases parallel throughput but raises network-on-chip communication
overhead, a trade-off that any practical compiler must manage explicitly [8].

3. THEORETICAL FRAMEWORK

This section reviews the conceptual and mathematical foundations that underlie the platforms surveyed
above: the departure from the von Neumann model, the spiking-neuron primitive, the crossbar as a
physical synapse array, and the mathematics of mapping a network onto constrained hardware.

3.1 Event-Driven Computation and the von Neumann Contrast

Neuromorphic hardware differs from conventional processors in two connected respects: it co-locates
memory and computation, and it communicates using sparse asynchronous spikes rather than dense
clocked activations. Fig. 2 contrasts the two organizations. A von Neumann machine repeatedly moves
data across a bus between a separate compute unit and a memory bank, whereas a neuromorphic tile
array keeps synaptic weights and neuron state physically adjacent and exchanges only spike events
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between tiles. This structural difference is the origin of the energy advantage documented throughout
the platforms of Section 2.

[ Von Neumann (GPU / CPU)] [ Neuromorphic (co-located) ]

|

Mem + Mem + Mem +
high-traffic { | Gompdte 43 Compute 1) Sompxite
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Fig. 2. Conceptual contrast between the von Neumann architecture, in which compute and memory
are separated by a high-traffic bus, and a neuromorphic tile array, in which memory and compute are
co-located so that only sparse spikes cross tile boundaries [3], [11].

3.2 The Spiking Neuron and Its Dynamics

Most neuromorphic systems compute with the leaky integrate-and-fire (LIF) neuron, a model whose
lineage runs through the platforms reviewed above [12], [14]. Weighted input current accumulates in
a membrane potential that leaks toward a resting value; when the potential crosses a threshold, the
neuron emits a spike and resets. Fig. 3 illustrates this behavior. Only the small fraction of time steps
that cross threshold produce output, and it is this sparsity that gives neuromorphic hardware its energy
advantage over dense, always-on arithmetic. Formally, the membrane potential of neuron i evolves as

T—— = —(Vi = Veest) + R-1;(2), (1)

with a spike emitted and Vi reset to V_reset whenever V;>V _th. Here 1 is the membrane time constant,
R the membrane resistance, and the input current is the weighted sum of incoming spikes,

L;(t) = X wysi(t), (2)
where sj(t) is the spike train of pre-synaptic neuron j and wi; the synaptic weight. This is the same
current-integration model implemented, with hardware-specific variations, in TrueNorth, Loihi, and
SpiNNaker [12], [13], [14].
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Fig. 3. Leaky integrate-and-fire (LIF) neuron dynamics. The membrane potential integrates input and
leaks over time, producing a sparse spike train each time the threshold is crossed. This is the
computational primitive used across the digital platforms reviewed in Section 2.2.

3.3 Crossbar Synapse Arrays and Weight Quantization
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In tile-based and in-memory systems, synaptic weights are realized as a crossbar array in which the
conductance at each row—column intersection encodes a connection strength [21]—[24]. Fig. 4 depicts
the structure. Because each intersection stores a small non-volatile weight, a full matrix—vector product
for one layer can, in principle, be read out in a single analog operation—the physical basis of the in-
memory computing efficiencies reported in Section 2.3. The price of this efficiency is a hard limit on
how many connections a row or column can support, which constrains how networks are mapped.
When a network is deployed on such hardware, the trained floating-point weights are quantized to the

discrete conductance levels the device can realize,
Wij W,

w@ = A.round (7), A= zzn_af 3)
with b the weight bit-width and A the quantization step. The accuracy consequences of reducing b are
quantified from published measurements in Section 4.3. For a neuron whose fan-in n exceeds the
crossbar's maximum supported connections k, the network is partitioned into [n/k] sub-units whose

partial sums are recombined downstream, preserving the current in (2) while respecting the physical
bound [6].
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Fig. 4. Conceptual view of a memristive synaptic crossbar array. The size and shading of each
intersection represent the magnitude of the encoded synaptic weight (conductance) [21]-[24].

4. RESULTS AND DISCUSSIONS

This section compiles the quantitative results reported across the neuromorphic literature and discusses
what they reveal about the state of the field. All values are drawn from the primary published sources
cited in each table and figure.

4.1 Platform-Level Comparison

Table I summarizes the principal large-scale platforms along the dimensions most often reported: year,
process node, neuron and synapse counts, and energy per synaptic operation. The data show a clear
trajectory. TrueNorth and Loihi, fabricated in 28 nm and 14 nm CMOS respectively, sit near 26 pJ and
23.6 pJ per synaptic event [11], [12], [14], while the more recent Darwin3, in a 22 nm process, reports
5.47 pJ per synaptic operation—roughly a fivefold improvement attributable in part to process scaling
and to a domain-specific instruction set [ 19]. SpiNNaker trades per-event energy for programmability,
using general-purpose ARM cores within a 1 W-per-chip envelope to reach million-core scale [13].

Table 1: Reported Specifications of Major Neuromorphic Platforms (from Primary Sources)

Platform Year Process Neurons Synapses | Energy/SOP Ref.
TrueNorth 2014 28 nm IM 256 M 26 pJ [11],[14]
Loihi 2018 14 nm 130k 130 M 23.6pJ [12]
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Platform Year Process Neurons Synapses | Energy/SOP Ref.
SpiNNaker 2013 130nm | (ARM cores) — 1 W/chip [13]
Tianjic 2019 28 nm 40 k 10M — [18]
Darwin3 2023 22 nm 235M — 547 pJ [19]

4.2 Device-Level Energy Efficiency

Fig. 5 places the platform figures alongside device-level results on a common logarithmic scale. Fully
digital CMOS platforms cluster in the tens of picojoules per synaptic operation, whereas analog in-
memory devices reach dramatically lower energies. Analog ReRAM multiply—accumulate operations
have been reported near 0.015 pJ [26], and optoelectronic memristive synapses as low as 0.145 fJ per
event [28]—the latter below the roughly 1-100 fJ range attributed to biological synapses [4]. This
four-to-five order-of-magnitude span is the central quantitative story of the field: the closer
computation moves into the memory device itself, the lower the per-operation energy, at the cost of
greater sensitivity to device non-idealities [1], [21].

Biological
synapse

Memristor
(opto)

ReRAM
analog

Darwin3
(2023)

Loihi
(2018)

TrueNorth
(2014) 1 26 pJ

23.6 pJ

1074 103 102 10-1 100 10! 102
Energy per synaptic operation (pJ, log scale)

Fig. 5. Energy per synaptic operation across representative neuromorphic platforms and devices, on a
logarithmic scale. Values are taken from the primary literature: TrueNorth 26 pJ [11], [14]; Loihi
23.6 pJ [12]; Darwin3 5.47 pJ [19]; analog ReRAM =0.015 pJ/MAC [26]; optoelectronic memristor
~0.145 1J [28]; biological synapse ~1-100 fJ [4] (midpoint shown).

4.3 Accuracy Cost of Quantization

A key question for deploying networks on crossbar hardware is how much accuracy is lost when
weights are quantized to low bit-widths. Fig. 6 reports measured top-1 accuracy on CIFAR-10 for a
quantized spiking ResNet-19, from the Q-SNN study of Wei et al. [30]. Remarkably, accuracy is
preserved to within about one percentage point of the full-precision baseline (96.36%) all the way
down to 2-bit weights (95.20%), with 4-bit and 8-bit configurations at 95.31% and 95.54%
respectively; only 1-bit binary weights incur a substantial drop, to 88.27% [30]. This flatness reflects
the effectiveness of learned-step-size quantization tailored to spiking networks and explains why
moderate bit-widths are sufficient for most deployments.
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Fig. 6. Measured top-1 accuracy on CIFAR-10 (ResNet-19) versus weight bit-width for a quantized
spiking neural network, from Wei et al. [30]. Accuracy remains within roughly one percentage point
of the full-precision baseline down to 2-bit weights; the 1-bit binary point is shown separately. All
values are reported measurements, not estimates.

The picture depends on task difficulty, however. Fig. 7 shows the accuracy drop relative to full
precision for a quantization-aware-trained SNN on the more challenging event-based CIFAR10-DVS
dataset, from Shymyrbay et al. [32]. Here the 8-bit model loses only 1.78 percentage points, but 4-, 2-
, and 1-bit models lose 7.98, 7.58, and 8.03 points respectively [32]. The contrast with Fig. 6 illustrates
a general principle from the literature: the tolerable degree of quantization is dataset- and architecture-

dependent, and aggressive low-bit quantization that is nearly free on simpler tasks can be costly on
complex, temporally rich ones.

10 A
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Fig. 7. Accuracy drop relative to a full-precision baseline versus weight bit-width for a quantization-

aware-trained SNN on the event-based CIFAR10-DVS dataset, from Shymyrbay et al. [32]. Unlike

the simpler CIFAR-10 case of Fig. 6, low-bit quantization incurs a substantial penalty on this harder
task.

4.4 Discussion: Bottlenecks, Implications, and Ethics
Read together, these results support a consistent narrative. The energy advantage of neuromorphic
hardware over von Neumann processors is real and, at the device level, spans several orders of
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magnitude (Fig. 5); moderate quantization is largely accuracy-preserving on standard benchmarks
(Fig. 6) though not universally so (Fig. 7); and platform efficiency has improved steadily with process
scaling and architectural specialization (Table I). At the same time, three bottlenecks recur throughout
the literature. First, the device variability and stochastic switching of memristive components can inject
noise that degrades inference unless the mapping is fault-tolerant [1], [21]. Second, partitioning large
networks onto small crossbars raises network-on-chip communication overhead, which can throttle the
throughput gains that parallelism is meant to deliver [8]. Third, the compilation toolchains that would
make these platforms accessible to non-specialist engineers remain comparatively immature [5], [6].
The efficiency of these architectures also carries implications that extend beyond engineering. For
sustainable Al, event-driven co-processors could meaningfully reduce the operational energy and
carbon footprint of data centers [4]. At the edge, real-time processing of sparse sensory input at ultra-
low power is an advantage that frame-based systems cannot match [4]. These same capabilities,
however, lower the barrier to pervasive, always-on sensing and surveillance, and the embodied
environmental cost of fabricating exotic devices—some dependent on rare-earth or superconducting
materials—must be weighed against the operational savings over a device's lifetime. A complete
assessment of neuromorphic technology should account for both.

5. CONCLUSION AND FUTURE WORK

This review has traced neuromorphic hardware for energy-efficient Al from Mead's 1990 analog-VLSI
framework through the large-scale digital and mixed-signal platforms of the 2010s and the in-memory
crossbar devices reported into 2026. Drawing quantitative data directly from the primary literature, we
have shown that the field's central promise—computing at a small fraction of von Neumann energy by
co-locating memory and computation and exploiting event-driven sparsity—is borne out by measured
results spanning from tens of picojoules per synaptic operation on digital platforms down to the
femtojoule regime on memristive devices, and that spiking networks can retain near-full accuracy
under moderate quantization on standard benchmarks.

The obstacles that remain are equally clear from the evidence. Device variability and endurance limit
the reliability of the most efficient in-memory technologies; communication overhead constrains the
scalability of tiled architectures; and the absence of mature, standardized compilation flows keeps these
platforms in the hands of specialists. We see several directions as most productive for the coming
decade. Fault-tolerant mapping that folds redundancy-aware placement and error-resilient encoding
into the compilation flow is a prerequisite for deploying networks on stochastic memristive substrates
[1], [21]-[23]. Standardized, open benchmarks—event-based datasets and reference hardware
simulators—would let the accuracy—energy trade-offs of Figs. 5—7 be compared consistently across
research groups. Communication-aware and learned scheduling could extend the deterministic
guarantees of SDFG-based compilation to much larger tile counts [8]. On-chip learning and plasticity,
already demonstrated on Loihi and Darwin3 [12], [19], point toward systems that adapt after
deployment. And hybrid cryogenic—-CMOS and analog—digital integration may unlock efficiencies
beyond what either paradigm achieves alone.

As process technology, device engineering, and compilation methods continue to mature, the evidence
assembled here suggests that neuromorphic architectures are well positioned to take a central role in
sustainable, high-performance Al—spanning both large data centers and autonomous systems at the
edge—provided the community continues to report measured, reproducible results against common
benchmarks, as the works reviewed in this paper have begun to do.
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